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Abstract

In this paper, we propose a new fragile watermark for image authentication. Based on the Yeung-Mintzer scheme [1], the new watermark does not have certain security gaps common to many previously proposed fragile watermarks. A block cipher is used instead of binary look-up tables. Pixel values are perturbed by small quantities so that the cipher maps small pixel neighborhoods to a fixed binary logo. This process is further modified in order to embed image indices (time stamps) into disjoint blocks of every image. This is necessary for detection of collages from multiple authenticated images. We also formulate basic security requirements and investigate the security of the new scheme.

1. Introduction

The goal of authentication using cryptography is to protect the communication channel. The cryptographic protocol provides a guarantee that the image has not been tampered with and came from the right person. This is typically achieved using hash functions and a public-key cipher. The properties of hash functions prevent us from localizing or quantifying the changes that have been made to the image. For example, flipping one pixel will result in a tampered image even though the change would have virtually no impact on the visual quality of most images. The ability to localize where the changes have occurred is clearly a desirable feature. Digital watermarking provides a convenient tool for authentication of visual information, tamper detection, and verification of image integrity [1(4]. Watermarking as opposed to pure cryptographic tools enables us to localize tampered or damaged areas or even authenticate with a degree [5,6] without having to store any additional information about the image. With the exception of [7], this is typically achieved at the expense of introducing a slight amount of distortion into the image. Because the auxiliary authentication information is embedded in the image itself rather than appended, it gives us more flexible and convenient tool for investigating the image integrity.

One of the first watermarks proposed as a means for authentication were fragile watermarks. Walton [3] proposed to hide key-dependent check-sums of the seven most significant bits (MSBs) of grayscales along pseudo-random walks in the least significant bits (LSBs) of pixels forming the walk. Better and more secure schemes can be constructed using cryptographic hash functions. Wong [Won] described a scheme in which an image is divided into blocks and each block contains the hash calculated from the MSBs in the LSBs of the pixels forming that block. The size of the block is limited from below by the length of the hash. Thus, the localization properties of such a scheme are also limited. In addition to that, it is possible to swap blocks within one image and among different images without introducing detectable changes. Yeung and Mintzer [1] proposed an elegant scheme that authenticates individual pixels. This scheme has very good localization properties but, unfortunately, it is not easy to develop a feasible key management infrastructure without introducing security gaps [8(10]. Other fragile authentication watermarks and watermarks combined with hash functions were proposed in [4]. A highly original approach to image authentication has been recently proposed by Honsinger [7]. In his scheme, the process of authentication can be inverted if the image is indeed tested as authentic. This "invertible authentication" is possible only at the expense of not being able to authenticate all possible images. In practice, this is not a problem because all typical images can be authenticated.

In this paper, we propose a new fragile watermarking scheme that does not have certain weak points exhibited by a majority of previously proposed fragile authentication watermarks. In the development of the overall design of this scheme, we started with the well-known Yeung-Mintzer scheme and identified certain weak points when the same key and binary logo is reused for different images [10]. To eliminate the weak points, we replaced the binary look-up tables for a single pixel by an encryption map defined on a local neighborhood rather than on a single pixel. The image is authenticated by scanning the image by rows and modifying the pixel colors in the same manner as in the Yeung-Mintzer scheme. The algorithm can be combined with dithering and error diffusion for the best visual results. To prevent the collage attack described in [8, 10], in which portions of different images are pasted together, we embed an image index into each image repetitively into a set of non-overlapping 32(32 blocks. This is achieved by slightly modifying the first scanning step. In particular, we embed the image index in a binary form into a set of randomly pre-selected pixels by adding another condition their colors need to satisfy ( the values of a different encryption-based look-up table should return the right index bit. The scheme is capable of detecting collages from multiple images, and is not vulnerable to previously proposed attacks.

2. Security Requirements

We start this section with a set of observations: It is not enough to propose an authentication watermark that works reasonably well for one image. We have to explain in detail how a large number of images will be watermarked (databases, video-frames, or images taken with a digital camera). Do we use the same key for all images, or a different key for each image? If a different key is used for each image, how complex is the tool that checks the authenticity of images? Is there any leakage of information from the scheme if multiple pairs of original and authenticated images become available? What is the probability P(n) of modifying n pixels without introducing detectable changes? Without investigating these questions, the authentication scheme is almost useless because it is not clear if it can be trusted. As explained in the introduction, authentication based on cryptography and hash functions is limited but it can provide guarantees and exact mathematical estimates of probabilities that a given image has been or has not been tampered. Authentication based on watermarking claims to be a better tool that can localize changes. However, this benefit should not jeopardize the security of the scheme. As pointed out in the papers by Memon and Fridrich [8(10], most watermark authentication schemes contain profound weaknesses that limit their usefulness. In this section, we start with specifying a set of requirements that a secure authentication scheme should posses. A similar list was for the first time put forward by Memon [9]. 

Given multiple pairs of original and authenticated images, the following issues should be addressed:

· Is there any information leakage from the scheme? In other words, is it possible to obtain some information about the secret key, locations of pixels carrying information, the logo, and other entities that enter the authentication scheme?

· Can we swap blocks/frequency bins/wavelet coefficients within the image and among different images without causing a detectable change? Surprisingly many schemes are vulnerable to this type of attack. In the original Yeung-Mintzer scheme, one could swap pixels with the same spatial location among different authenticated images without introducing any detectable changes. This attack has been described for the first time in [8] and further analyzed in [10]. It is not limited to block-based schemes, but can actually be applied to many other schemes that do not use blocks but other entities, such as frequency bins or wavelet coefficients for authentication.

· Is it possible to use denoising algorithms to extract an approximation to the watermark and use it to authenticate an arbitrary image? If the watermark is a strong, nontrivial function of the image, this attack will not be possible. Some watermarking schemes for copyright protection may be vulnerable to this type of attack [12].

· What is the probability of making a modification in the authenticated image that will go undetected? How does the probability increase with the spatial extent of the changes (number of tampered pixels)? This item is important if the scheme should ever be questioned in the court. 

· Having the authentication detector available, can it be misused? Is it possible to create a forgery? Is it possible to modify an image locally so that the changes will not be detected?

3. New Authentication Scheme

Our scheme is based on the work of Yeung and Mintzer [1]. They proposed the following method for authentication of digital images. The process of image authentication starts with a secret key that is used to generate a key dependent binary valued function f, f: {0, 1, …, 255} ( {0,1}, that maps integers from 0 to 255 to either 1 or 0. For color images, three such functions, fR, fG, fB, one for each color channel, are generated. These binary functions are used to encode a binary logo L. The gray scales are perturbed to satisfy the following expression

L(i,j) = fg(g(i,j)) for each pixel (i,j).

For an RGB image, all three color channels are perturbed to obtain

L(i,j) = fR(R(i,j)) ( fG(G(i,j)) ( fB(B(i,j)) for each pixel (i,j).

Error diffusion is further employed to preserve the original colors. The image authenticity is easily verified by checking the relationship L(i,j) = fg(g(i,j)) for each pixel (i,j).

Attack 1: It has been pointed out in [10] that if the same logo and binary function f are reused for multiple images, it becomes very easy to accurately estimate both the logo and the binary function f. The attack is a little more complicated for color images, but the security problem persists. Actually, color images provide even more constraints and fewer images are needed to recover the binary tables and the logo. 

Attack 2: Another attack that can be mounted against any watermarking scheme in which the watermark is local and does not depend on the image index is based on combining portions from different images while keeping their relative positions within the image (creating a collage). This "collage" attack has been described for the first time in [8] and analyzed in detail in [10].

It appears that the simplest solution to prevent both attacks would be to make the fragile watermark depend on the image index (or the time stamp). This would solve the collage attack completely, and since the binary functions f and the logo L can also be made index-dependent, we could not apply the first attack either. However, now we need the index in order to verify the authenticity of an image. An exhaustive search may not be plausible because of a potentially large number of authenticated images. A better idea would be to embed the index in the image using a key uniquely associated with a particular digital camera or a movie. The index cannot be embedded in the whole image because tampering with a portion of the image might result in a conclusion that the whole image has been tampered with. Thus, the index needs to be embedded multiple times in small blocks. Also, it should be embedded in a robust manner so that the correct index is extracted even from slightly modified blocks. However, robust embedding would lead to larger distortion contributing to the distortion due to the fragile watermark. Obviously, the robust watermark carrying the information about the index must be embedded as the first watermark. To achieve at least moderate robustness of the index watermark, we may have to increase the block size to at least 64(64 pixels. Assuming the index can be captured using 32 bits, we are taking a potentially large risk that tampering with a very spatially localized feature will cause an erroneous index extraction. Increasing the block size negatively influences the ability of the authentication scheme to localize changes.

In this paper, we propose the following approach. Instead of making the fragile watermark dependent on the image index, we keep it index-independent and propose to replace the binary look-up tables with a mapping derived from a block encryption function. We involve more than one pixel in the mapping to prevent the first attack. For example, assuming we are scanning the picture by rows, we can include neighbors from the portion of the image that has already been modified. This modification will prevent attacks based on calculating the lookup tables. To enable detection of collages, we propose to insert the image index in a fragile manner into randomly chosen pixels in small blocks by slightly modifying the authentication process. We propose the following scheme for grayscale images as it would be implemented for authentication of digital images taken with a digital camera: 

1. The camera key K is used to generate a key for a secure block encryption algorithm EK. We further choose an integer a (a=5) and a random walk through the a(a square (permutation of the set of integers {1, …, a2}). 

2. The image is padded on the left edge and the upper edge by a(1 pixels with a key-dependent random signal. Then, the image is scanned by rows, starting in the upper left corner, progressing to the right and down. 

3. For each pixel gij, we look at the a(a square with pixels gi(u j(v , 0 ( u, v ( a(1. It is the square that contains the pixel gij at its lower right corner. Let g1, …, ga(a are the gray scales of the a2 pixels in this square in the order of the random walk generated in Step 1.

4. The gray scale gij is modified by going through its neighboring shades till we obtain

L(i, j) = fK(g1, …, ga(a)=Parity(EK(g1, …, ga(a)),


(1)

where L is the binary logo, and EK(g1, …, ga(a) is the encrypted bitstream. Note, that the grayscales need to be converted to a binary stream before the encryption function EK can be applied. By Parity we understand the excluded OR of the encrypted bitstream. 

5. Error diffusion can be further applied to make sure that authentication will not introduce consistent error.

The first attack will not be successful for this scheme because of a large number of possible combinations of values of the binary function fK. It is also not known in which order the pixels enter the encryption function EK (there are a2! possible orderings of the pixels). On top of this, the secure block encryption algorithm provides additional feature of security making the first attack impossible to mount.

To enable detection of collages, we need to embed the image index into the image. We choose to embed this index into every 32(32 block into randomly chosen pixels (the selection of pixels depends on the secret key and stays the same for every block and every image). We can modify Step 4 by including another constraint whenever we are at a pixel that carries information about the index. For example, using a different key K ', we can add the following constraint (at index-carrying pixels (i, j) only):

IB(i, j) = Parity(EK ' (g1, …, ga(a)),



(2)

where IB(i, j) denotes the required image index at the index-carrying pixel (i, j). 

During the detection, we first apply the detection function for the fragile watermark and by correlating with the logo, we can identify portions of the image that have been tampered with. We can also determine if the image has been cropped. If an attacker combines segments from different images but keeps their relative positions, we only detect tampering at the boundaries of those segments. To establish whether or not the segments came from different images, we recover the image indices from each 32(32 block.

4. Security analysis

Looking back at the requirements set forth in Section 2, we analyze the security of the new scheme. If one pixel in an image is randomly perturbed, the probability that this modification will go undetected is 1:2a(a because the pixel influences the relationship (1) for a(a pixels to the right and down. If the pixel is near the right or the bottom boundary of the image, the probability increases up to 1:2 for the pixel in the bottom right corner. 

Given a set of original and authenticated images, one can build a database of a(a squares that are mapped to the same bit by the function fK. If we collected all possible a(a squares, we could easily authenticate any image even without knowing the key. However, the number of different a(a squares is too high (256a(a) for this attack to be practical. An incomplete database will not enable us to create any large images (i.e., images larger than a(a). 

We acknowledge that unlimited access to the detector and its output bitmap (pixels matching the logo bits) is equivalent to having access to the authenticating mechanism. One could simply scan the image by rows and modify the pixels till they become authenticated. This would require on average M(N accesses to the detector. This limits the usability of the scheme to situations where the access to the detector is limited to trusted subjects, such as courts, or law enforcement.  
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